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Abstract. This paper starts with basic concepts of computational learning
theory and moves on with examples in monomials and learning rays to the

final discussion of potential learnability. All the algorithms talked here are

based on iteration where programs loop through examples in training samples
to reach a certain conclusion. The goal of this paper is to give readers a taste

of the topic which is the theoretical side of modern machine learning.
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1. Some Basis Concepts

Let Σ be a set, which we shall call the alphabet for describing objects we study.
Currently, for simplicity, Σ will either be boolean alphabet {0, 1}, or the real alphabet
R. We denot teh set of n-tuples of elements of Σ by σ∗.

Let X be a subseet of σ∗ and hence we can define a boolean concept over Σ to be
a function

c : X → 0, 1.

Here we refer X as the example space, and its members as examples. For an indi-
vidual element y ∈ X, we call it a positive example when c(y) = 1 and a negative
example when c(y) = 0. When all elements of X are in the domain of c, that is
c(X) maps all elements in X either to 1 or 0, we call X predetermined. In this case,
c forms the concept space and each rule for elements of X to be determined based
on our assumptions forms the hypothesis space.

The aim of the learning process is to produce a hypothesis which, in some sense,
corresponds to the concept under consideration. Generally speaking, we are given
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the concept space C and the hypothesis space H, and the problem is to find a good
approximation of h ∈ H to the ideal c ∈ C. In realistic situations hypothesis are
formed on the basis of certain information which does not amount to an explicit
definition of c. In this paper’s framework, we shall assume that such information
is provided by a sequence of positive and negative examples of c.

If sufficient resources are available, it’s possible to build a very large machine and
take a very long time to produce H = C or that H is as close to C as we want.
But in practice there are constraints upon our resources, and we have to be content
with a hypothesis h which ’probably’ represents c ’approxibatedly’.

A learning algorithm for (C,H), some times referred as (C,H)-learning algorithm,
is a procedure which accepts training samples for functions in C and outputs cor-
responding hypothesis in H. If we ignore the problem of effectiveness, a learning
algorithm is simply a function L which assigns to any training sample s for a target
concept t ∈ C and a function h ∈ H. We denote h = L(s), where L is a function
defined on the whole example space of X and s are training samples of a finite sub-
set of X. When s has sample x1, x2, . . . , xm, a hypothesis h is said to be consistent
with or agree with s when h(x)→ {1, 0} for all x ∈ s. We do not, in general, make
the assumption that L(s) is consistent with s, but when this condition does hold
for all elements in s we shall say that L itself is consistent.

2. Monomials and Learning Algorithm

We first start with describing an object with a set of boolen values. An individual
cat, for example, can have the following features:

• Four legs → True
• Sharp ears → True
• Say meow → True
• Speak English → False
• Alive → True

Mathmetically we can denote the above features with a set 〈u1u2u3u4u5〉, in which
each letter is the boolean value of an individual feature. With the common notation
0s and 1s, we have 〈11101〉. Hence we define the monomial concept of a cat as a
mapping {0, 1}5 → {0, 1}, where 1 means the object is a cat and 0 means it’s not.
The function is simple:

f(n) =

{
1, ifu1 = u2 = u3 = u5 = 1, u4 = 0
0, otherwise

The letters in the sets are known as literals, the expression u1u2u3u4u5 is a mono-
mial formula. The space the function cat maps to is a monomial concept.



COMPUTATIONAL LEARNING THEORY 3

In machine learning, we do not treat such a function as a general truth, but a certain
training set. The above cat function can be written as 〈11101, 1〉. It describes if
an object has four legs, sharp ears, says meow, doesn’t speak English, and is alive
then it is a cat (the meaning of the ”1” at the end). This is the concept space given
by the training set 〈11101, 1〉 under our current contex. Usually we denote 1 = u
and 0 = ū, the training set can also be written as 〈u1u2u3ū4u5, 0〉.

Now we move on to obtain a concept space hU from a training set U with n literals.
Initailly we have no information about the concept, so we must assume every one
of the 2n possible literals (un and ūn) exist in our concept space. Then we loop
through the training sets and delete false concepts.

set hU = {u1, ū2, . . . , un, ūn};
for i = 1 to n check:

if ui ∈ U delete ūi in hU ;
if ūi ∈ U delete ui in hU ;

L(S) := hU

This algorithm is called the standard learning algorithm for monomials. The result
L(s) is a hypothesis we get from the the training set U .

Theorem 2.1. The standard learning algorithm for monomials is consistent.

Proof. At each stage some(possibly none) of the literals are deleted from the current
hypothesis. It is clear that literals which occur in the target monomial U are never
deleted.

Any negative example of t ’falsifies’ some literal in t, which is not deleted. It follows
that all negative examples of t (and, in particular, those in the sampe) are correctly
classified by L(s).

One the other hand, if hU (x) = 1 and V ⊂ U then hV (s) = 1. After each positive
example x in s is presented, the deletion procedure ensures hU (s) = 1, and therefore
the classification of x is subsequently correct. This shows that the final hypothesis
L(s) correctly classifies all positive examples in s. �

3. Probalistic Learning and Learnability

Let Ω = R and for each real number θ define the real concept rθ by

rθ(y) =

{
1, if y ≥ θ;
0, otherwise.
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The concept rθ is known as a ray, the set of positive examples with possibly different
weight contribute to a value to compare with threshold θ and hence give an output
of 0 or 1. In other words rθ is defined on the example space R by

rθ(y) = 1 ⇐⇒ y ≥ θ.
An algorithm for learning in the hypothesis space H = {rθ|θ ∈ R} is based on
the idea of taking the current hypothesis to be the ’smallest’ ray containing all the
positive examples in the training sample. A suitable default hypothesis when there
are no positive examples in the sample will be identically 0. For convenience, we
therefore consider this to be a ray, and call it the empty ray. It will be denoted
r∞, where ∞ is merely a symbol taken to be greater than any real number. Then,
for a given training sample s = ((x1, b1), . . . , (xm, bm)), the output hypothesis L(s)
should be rλ, where we define λ to be:

λ = λ(s) = min
1≤i≤m

{xi ∈ s|bi = 1}

where bi is 0 or 1 to indicate positive or negative examples. λ = ∞ if the sample
contains no positive examples.

The argument above can be written as the following algorithm:

set λ =∞;
loop from i := 1 to m

if bi = 1 and xi < λ then set λ = xi;
finally set L(S) := rλ

In short, the algorithm loops through all the positive examples and find the mini-
mum threshold λ and use it in our hypothesis.

For a target hypothesis rθ, L(s) will be a ray rλ with λ = λ(s) ≥ θ. Because there
are only finitely many examples in a training sample, and the example space is
uncountable, we cannot expect that λ = θ. However it’s possible to make the error
small by increasing the training sample size.

4. Probably Approximately Correct Learning

Consider a model in which a training sample s for a target concept t is generated
by drawing the examples x1, x2, . . . , xm form X ’at random’, according to some
fixed, but unknown, probability distribution. A learning algorithm L produces a
hypothesis L(s) which is hoped to be a good approximation to t. We let the number
m increase so that the error from using L(s) in place of t is small.

Now, let set X be a probability space, and a family A consists of subsets of X. Then
we denote µ to be a function maps elements of A to the unit interval [0, 1]. The
family A is required to be closed under the operations of taking complements, finite
intersections, and countable unions. An element Ai of A is known as an event, and
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the value µ(Ai) is known as the probability of Ai. The function Ai satisfies the
following conditions:

µ(∅) = 0;µ(X) = 1;

and for any pairwise disjoint sets A1, A2, . . . ∈ A

µ

( ∞⋃
i=1

Ai

)
=

∞∑
i=1

µ(Ai).

We shall assume that the target concept belongs to a hypothesis space H which is
available to our learner program. With a given target concept t ∈ H we define the
error of any hypothesis h in H, with respect to t, to be the probability of the event
h(x) 6= t(x). That is,

erµ(h, t) = µ{x ∈ X|h(x) 6= t(s)}.

We refer the set on the right-hand side as the error set, and we assume that it is an
event, so that a probability can be assigned to it. Target concept t is dropped from
notation when it is clear from context where we write erµ(h) in place of erµ(h, t).

There is a fundamental assumption that the existence of each individual element in
probability space X doesn’t affect the existence of any other element. That is for an
m-tuple (x1, x2, . . . , xm), all of its components are independent variables, and each
distributed according to the probability µ on X. The corresponding probability
distribution on Xm is denoted by µm. Recall the notation of familiy A, for a given
Ai ∈ Xm we shall interpret the value µm(Ai) as ’the probability that a random
sample of m examples drawn from X according to the distribution µ belongs to
Ai’.

Let S(m, t) denote the set of training samples of length m for a given target concept
t, where the examples are drawn from an example space X. Any sample Ai ∈
Xm determines, and is determined by, a training samples s ∈ S(m, t): if Ai =
(x1, x2, . . . , xm), then s = ((x1, t(x1)), (x2, t(x2)), . . . , (xm, t(xm))). Thus we can
interpret the probability that s ∈ S(m, t) has some given property P in the following
way. We define

µm{s ∈ S(m, t)|Ai ∈ X has property P}
to mean

µm{Ai ∈ Xm|s ∈ S(m, t) has property P}.
where Ai and s forms a bijection.

It follows that, when the example space X presents a probability distribution µ, we
can give a interpretation to

• the error of the hypothesis produced when a learning algorithm L is supplied
with s;
• the probability that this error is less than ε.

The first quantity is just erµ(L(s)). The second is the probability, with respect to
µm, that s has the property

erµ(L(s)) < ε.
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Artificially given a confidence parameter δ and an accuracy parameter ε, the prob-
ability that the error is less than ε is greater than 1 − δ. Then we say that the
algarithm L is a probably approximately correct learning algorithm of the hypothesis
space H if, given

• a real number δ(0 < δ < 1);
• a real number ε(0 < ε < 1);

then there is a positive integer m0 relates to δ and ε such that

• for any target concept t ∈ H, and
• for any probability distribution µ on X;

whenever m, number of examples in training sample, statisfies m > m0, we have

µm{s ∈ S(m, t)|erµ(L(s)) < ε} > 1− δ.

The term ’probably approximately correct’ is usually abbreviated to the acronym
PAC.

The fact that m0 depends upon δ and ε, but not on t and µ, reflects the fact it is
possible to specify the desired levels of confidence and accuracy, even though the
target concept and the distribution of examples are unknown. The reason that it is
possible to satisfy the condition for any µ is that it expresses a relationship between
two quantities which involve µ: the error erµ and the probability with respect to
µm of a certain set.

PAC learning is ,in a sense, the best one can hope for within this probalistic frame-
work. Unrepresentative training samples, although unlikely, will on occasion be
presented to the learning algorithm, and so one can only expect that it is probable
that a useful training sample is presented. In addition, even for a representative
training sample, an extension of the training sample will not generally coincide with
the target concept, so one can only expect that the output hypothesis is approxi-
mately correct.

Theorem 4.1. The algorithm L for learning rays is probably approximately correct.

Proof. Suppos that δ, ε, rθ, and µ are given. Let s be a training sample of length
m for rθ and let L(s) = rλ. Clearly, the error set is the interval [θ, λ). For the given
value of ε, and the given µ, define

β0 = β0(ε, µ) = sup{β|µ[θ, β) < ε}.

Then it follows that µ[θ, β0) ≤ ε and µ[θ, β] ≥ ε. Thus if λ ≤ β0 we have

erµ(L(s)) = µ[θ, λ) ≤ µ[θ, β0) ≤ ε.

The event that s has the property λ ≤ β0 is just the event that at least one of
the examples in s is in the interval [θ, β0]. Since µ[θ, β0] ≥ ε the probability that a
single example is not in this interval is at most 1−ε. Therefore the probability that
none of the m examples comprising s is in this interval is at most (1− ε)m. Taking
the complementary event, it follows that the probability that λ ≤ β0 is at least
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1−(1−ε)m. We noted above that the event λ ≤ β implies the event erµ(L(S)) ≤ ε,
and so

µm{s ∈ S(m, rθ)|erµ(L(s)) ≤ ε} ≥ 1− (1− ε)m.
Note that the right-hand side is independent of the target function rθ (and µ). In
order to make it greater than 1− δ we can take

m ≥ m0 =

[
1

ε
ln

1

δ

]
.

For then it follows that

(1− ε)m ≤ (1− ε)m0 < exp(−εm0) < exp(ln δ) = δ.

Thus the algorithm is PAC. �

The proof of the theorem provides an explicit formula for the necessary length of
sample (that is, the amound of training) to ensure a certain level of confidence and
accuracy. Suppose we set δ = 0.001 and ε = 0.01. The the value of m0 will be
[100 ln 1000] ≈ 691. That means we need to supply at least 691 labelled examples
of any ray, and take the output ray as a substitute for the target, then we can be
99.9% sure that at most 1% of future examples will be classified wrongly, provided
they are drawn from the same source as the training sample.

5. Consistent Algorithms and Potential Learnability

Again H is a hypothesis space of functions defined on an example space X. There
is a learning algorithm L for H is consistent if, given any training sample s for a
target concept t ∈ H, the output hypothesis h = L(s) ∈ H is consistent with t on
the examples in s. That is, h(xi) = t(xi)(1 ≤ i ≤ m). For a given s ∈ S(m, t), it is
convenient to denote by H[s] the set of all hypotheses consistent with s:

H[s] = {h ∈ H|h(xi) = t(xi)(1 ≤ i ≤ m)}.
Thus L is consistent if and only if L(S) ∈ H[s] for all training samples s. It turns
out in order to ensure that a consistent learning algorithm is PAC, it is sufficient
to put a condition on the sets H[s].

For a consistent hypothesis, we want to given a definition to how bad it is. Assume
that there is an unknown probability distribution µ on X. With a fixed target
concept t ∈ H and given ε ∈ (0, 1), the set

Bε = {h ∈ H|erµ(h) ≥ ε}
may be described asthe set of ε-bad hypotheses for t.However, a consistent algorithm
for H produces an output in H[s], and the PAC property requires that such an
output is unlikely to be bad if it is correct on the training sample. This leads to
the following definition.
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We say that the hypothesis space H is potentially learnable if, given real numbers
δ and ε (0 < δ, ε < 1), there is a positive integer m0(δ, ε) such that, whenever
m ≥ m0,

µm{s ∈ S(m, t)|H(s) ∩Bε = ∅} > 1− δ,

for any probability distribution µ on X and any t ∈ H.

Theorem 5.1. If H is potentially learnable, and L is a consistent learning algo-
rithm for H, then L is PAC.

Proof. It is sufficient to recall the observation that if L is consistent, then L(S) is
the H[s]. Thus the condition H[s]∩βε = ∅ means that the error of L(s) is less than
ε, as required for PAC learning. �

Now we’ll try to justify the learnability for finite cases.

Theorem 5.2. Any finite hypothesis is potentially learnable.

Proof. Suppose that H is a finite hypothesis space and δ, ε, t and µ are given. We
shall prove that the probability of the event H[s] ∩ βε 6= ∅ (the complement fo the
event in the definition) can be made less that δ by choosing the length m of s to
be sufficiently large.

Since βε is defined to be the set of ε-bad hypotheses it follows that, for any h ∈ βε,

µ{x ∈ X|h(x) = t(x)} = 1− erµ(h) ≤ 1− ε.

Thus

µm{s|h(xi) = t(xi)(1 ≤ i ≤ m)} ≤ (1− ε)m.

This is the probability that any one ε-bad hypothesis is in H[s]. The probability
that there is some ε-bad hypothesis in H[s]. is

µm{s|H[s] ∩ βε 6= ∅},

is therefore less than |H|(1− ε)m. This is less than δ provided

m ≥ m0 =

[
1

ε
ln
|H|
δ

]
,

because in that case

|H|(1− ε)m ≤ |H|(1− ε)m0 < |H|exp(−εm0) ≤ |H|exp(ln(δ/|H|)) = δ.

Taking the complementary event we have the required conclusion. �
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This theorem covers all boolean cases, where the example space is {0, 1}n with n
fixed. In any such situation a consistent algorithm is automatically PAC. Further
more the proof tells us how many examples are sufficient to achieve prescribed levels
of confidence and accuracy.

Let K be any set of boolean funcitons on {0, 1}n, n fixed. A boolean function f
with the same domain as K is said to be a decision list based on K if it can be
evaluated as follows. Given an example y, we first evaluate f1(y) for some fixed
f1 ∈ K. If f1(y) = 1, we assign a fixed boolean value c1 to f(y); if not, we evaluate
f2(y) for a fixed f2 ∈ K, and if f2(y) = 1 we set f(y) = c2, otherwise we just keep
going to evaluate f3(y) and so on. If all fi(y) = 0, we set f(y) = 0.

The above discussion describes the space of decision lists based on K. We define
such a space, DL(K), to be set set of finite sequences

f = (f1, c1), (f2, c2), . . . , (fr, cr),

such that fi ∈ K, ci ∈ {0, 1}(1 ≤ i ≤ r). The values of f are defined by

f(y) =

{
cj , if j = min{i|fi(y) = 1} exists;
0, otherwise.

There is no loss of generality in requiring that all terms fi, occuring in a decision
list are distinct, because repetitions of a given function g ∈ K can be removed
without affecting the evaluation. thus the length of a decision list based on a finite
set K is at most |K|, and |DL(K)| is bounded by a funciton of |K|.

Finally, let’s consider an algorithm for DL(K) to work in a finite set. It can be
described as follows. Let s be a training sample of labelled examples (xi, bi)(1 ≤
i ≤ m). As each step in the construction of the required decision list some of the
examples have been deleted, while others remain. The procedure is to run through
K seeking a function g ∈ K and a boolean value c such that, for all remaining
examples xi, whenever g(xi) = 1 then bi is constant c. The pair (g, c) is then
selected as the next term of the sequence defining the decision list, and all the
examples satisfying g are deleted. The procedue is repeated until all the examples
in s have been deleted. And in the end, we will get a decision list to branch the
examples in s. One thing to note is that different ordering when selecting (g, c)
could give different answers.

In order to prove that the algorithm works, it is necessary to show that whenever
we are given a training sample s for a target concept in DL(K), then there will
always be some pair (g, c) which has the required properties.

Proposition 5.3. Suppose that K is a hypothesis space containing the identically
one function. Let t be a function in DL(K) and let S be any finite set of examples.
Then there is a g ∈ K and a c ∈ {0, 1} such that:
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• the set Sg = x ∈ S|g(x) = 1 is not empty.
• for all x ∈ Sg, t(x) = c.

Proof. It is given that t is in DL(K), so there is a representation of t as a decision
list

t = (f1, c1), (f2, c2), . . . , (fr, cr).

If fi(x) = 0 for all x ∈ S and all i ∈ {1, 2, . . . , r}, then all the examples in S are
negative examples of t. In this case we take g to be identically same function and
c = 0.

One the other hand, if there is some i such that the set of x ∈ S for which fi(x) = 1
is not empty, then let q be the least such value. Then it folllows from the definition
of a decision list that t(x) = cq for all x such that fq(x) = 1. In this case we may
selet g = fq and c = cq. �

The proposition shows that given any training sample for a function in DL(k), there
is a suitable choice of pair (g, c) for the ’first term’ of a decision list. Applying this
result recursively, we can see that the algorithm will always succeed.

6. One Application-Email Spam Filter

To build up an email spam filter, we want to train a programm to let it make a
decision of wether a given email is spam or not. In this case, we consider every
single word in the email as an input and we will map such input to a boolean
hypothesis of {0, 1}. Such a way of dealing with texts is an example of a broader
set of problems called text classification.

First, we will build a dictionary which is simply a really long one dimensional vector
called dictionary. The vector may contain, let’s say, 60,000 different words and we
specify each individual word as feature µi. Then we want to represent our email
by mapping each single word appears in the email as its probability of appearance.
In the simplest boolean case, if a word appears in the email, its corresponding
value µi in the dictionary will be 1; if a word doesn’t appear in an email but has
a correspongding feature in the dictionary, then it’s value will be 0; if a word does
appear in the email but doesn’t have a correspongding feature in the dictionary,
then practically the word is just ignored. (you may add it to your dictionary name
it µn+1 or use a method called Laplace smoothing which is not discussed in this
paper, though it doesn’t really improve the performance that much).

After setting up our vector representation, we want to build a generative model.
Before that, we’ll assume that the appearance a every individual word doesn’t
affect our belief of the appearance of any other word. For instance, if you see a
word ”buy’ in a email, there’s a larger chance you’ll see the word ”price’, but we
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will pretend we didn’t see the word ”buy” other than recording its appearance. Our
assumption somewhere assumes the email is a text randomly generated from large
dictionary by selecting each word or word combination randomly. Such assumption
is called Naive Bayes (NB) assumption, and the resulting algorithm is called the
Naive Bayes classifier. Though as stated, this is a quite strong assumption, in
reality, the spam filter built in this way indeed works fairly well.

Then we’ll use probability notation p(x1, . . . , xn|y = 1) to denote the probabity of a
given email with n words to be spam. Where xn words in the given email and y = 1
means the email is a spam. The whole thing means the probability of all words in
the email appear in a spam. And with the previous Naive Bayes assumption we
have:

p(x1, . . . , xn|y = 1) = p(x1|y = 1)p(x2|y = 1) . . . p(xn|y = 1) =

n∏
i=1

p(xn|y = 1)

We define φi|y=1 = p(xi = 1|y = 1), φi|y=0 = p(xi = 1|y = 0), and φy = p(y = 1).
Then the parameter we want to maximize will be

L(φy, φi|y=0, φi|y=1) =

n∏
i=1

p(xi|yi)

To maximize the above parameter with respect to φy, φi|y=0, and φi|y=1 gives
estimates:

φi|y=1 =

∑n
i=1 1{xi = 1 ∧ yi = 1}∑n

i=1 1{yi = 1}

φi|y=0 =

∑m
i=1 1{xi = 1 ∧ yi = 0}∑m

i=1 1{yi = 0}

φy =

∑m
i=1 1{yi = 1}

m

The symbol ”∧” means logic ”and”, only is true when statements on both sides
are true and false otherwise. The notation ”1{logicstatement}” is 1 when the logic
statement is the curly brackets is true and 0 when it’s false.

One thing to clarify before we move on. That is every word xi is the email will
(hopefully) have a correponding index µj in our dictionary, and this index gives the
corresponding yi value in the formula.

To predict a new example email with m words will be calculate:

p(y = 1|x1, . . . , xn)

=
p(x1, . . . , xn|y = 1)p(y = 1)

p(x)
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=
(
∏m
i=1 p(xi|y = 1))p(y = 1)

(
∏n
i=1 p(xi|y = 1))p(y = 1) + (

∏n
i=1 p(xi|y = 0))p(y = 0)

,

and pick up the class of y = 0 or y = 1 which has the higher posterior probability
as the outcome.
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